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Little work has been reported in the literature to support k-nearest neighbor (k-NN) searches/
queries in hybrid data spaces (HDS). An HDS is composed of a combination of continuous and
non-ordered discrete dimensions. This combination presents new challenges in data organiza-
tion and search ordering. In this paper, we present an algorithm for k-NN searches using a

stages and use the properties of an HDS to derive a new search heuristic that greatly reduces
the number of disk accesses in the initial stage of searching. Further, we present a performance
model for our algorithm that estimates the cost of performing such searches. Our experimental
results demonstrate the effectiveness of our algorithm and the accuracy of our performance
estimation model.

& 2014 Elsevier Ltd. All rights reserved.
1. Introduction

Nearest neighbor searches/queries in Hybrid Data Spaces
(HDS) are becoming increasingly useful in many contempor-
ary applications such as machine learning, information
retrieval and security, bioinformatics, multimedia, and
data-mining. Consider the following intrusion detection task.
Given a set of network sites and a range of times, determine
the set of k network intrusions that match a set of query
criteria most closely. When examining records of intrusions,
the sites in which they occurred could be considered discrete
data, in that an intrusion either did or did not occur at that
site. The times active in a particular site could be considered
continuous data, in that an intrusion may have been active
over only a period of time. Another application example for
dealing with hybrid vectors is image searching. The feature
vectors used to retrieve/analyze images typically contain
both continuous and discrete features, where the text
S. Pramanik).
descriptions could be considered as discrete features while
the statistics such as pixel frequencies could be regarded as
continuous features. The climate data analysis represents
another application domain for hybrid data, where the
station name, zip code, weather type and wind direction
are examples of discrete dimensions while the temperature,
precipitation and snowfall are examples of continuous
dimensions.

Several techniques have been proposed in the literature
to support such searches in either (ordered) continuous
data spaces (CDS) or non-ordered discrete data spaces
(NDDS). A majority of these techniques utilize a multi-
dimensional index structure such as the Rn-tree [1] for
CDSs or the ND-tree [2] for NDDSs. Little work has been
reported in the literature on supporting efficient nearest
neighbor searches in hybrid data spaces.

There is a class of so-called metric trees such as the
M-tree [3], the Slim-tree [4], the D-SAT [5] and others
[6–8] developed for metric spaces in the literature. These
index techniques only assume the knowledge of relative
distances among data objects, resulting in a broad applic-
ability to a variety of search applications, especially for
searches in high dimensional data spaces. They could be
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utilized to support k-NN searches in HDSs. However, most
of these index trees (excluding [5]) are static and require
costly reorganizations for dynamic datasets. Besides, these
trees were developed for general metric spaces, without
taking the special characteristics of an underlying data
space into consideration. Their performance is usually
not optimized for the underlying data space, as shown in
[2,9,14].

Efficient index based nearest neighbor searching is
dependent upon the usefulness of information maintained
in the search index structure. When searching an index
containing hybrid data, a difficult scenario occurs when
one set of dimensional data is unknown. This scenario is
analogous to using a non-hybrid index, such as the Rn-tree
or the ND-tree, to maintain hybrid data, based on their
continuous or discrete subspace. If this structure remains
unmodified, performing nearest neighbor searches becomes
impractical due to the values of the non-native dimensions1

(i.e., discrete for Rn-tree, continuous for ND-tree) are missing
in the index structure.

To guarantee all the valid neighbors are found in the
above scenarios, additional considerations must be taken
into account. First, when examining the current set
of objects/vectors found to determine a search range,2

it must be assumed that all the non-native dimensions
that are not maintained in the index structure differ in
value from the query vector, i.e.,

Dðq;NNkÞ ¼DNðq;NNkÞþdM ; ð1Þ

where DN is the distance in native dimensions between
the query vector q and the kth neighbor NNk and dM is the
maximum distance possible in non-native dimensions
between a vector in the dataset and q. In other words, a
conservative assumption, under which the search range
is not reduced by the non-native dimensions, is adopted
here. Second, when comparing the query vector with a
bounding box or possible new neighbor in the index, the
opposite assumption must be made, i.e.,

Dðq;XÞ ¼DNðq;XÞþ0; ð2Þ

where X is either a bounding box or indexed vector. This is
due to the possibility of some vector within X (or X itself)
exactly matching the query vector on all the non-native
dimensions that are not maintained in the index structure.
Examining these facts, we notice that: as the number of
non-native dimensions grows, (1) the search range deter-
mined by Eq. (1) becomes large since term dM increases;
(2) the distance between the query vector and the bound-
ing box of a subtree determined by Eq. (2) becomes small
since the range of the distance in the native dimensions
decreases. Both cases lead to a smaller pruning power for
the search. Therefore, it becomes increasingly difficult to
exclude any portion of the index from the search as the
number of non-native dimensions grows.
1 We call the dimensions belonging to the subspace in which an
index is built for the native dimensions of the index and the dimensions
not belonging to the subspace the non-native dimensions of the index.

2 As we know, the search range can be dynamically reduced based on
the current kth neighbor found during a k-NN search.
Therefore, using an index built for a continuous or
discrete subspace only to perform k-NN searches may not
be efficient. To address the above issue of not using the
information about non-native dimensions for k-NN searches,
we consider performing k-Nearest Neighbor (k-NN) searches
utilizing the CND-tree, a recently proposed multidimensional
index for HDSs [10], which maintains the information for
both continuous and discrete dimensions — i.e., eliminating
existence of non-native dimensions. The question now is
how to develop an efficient k-NN searching algorithm
utilizing an HDS index. In this paper, we present a best-
first searching algorithm that utilizes characteristics of an
HDS in its heuristics to reduce the I/O cost of determining a
valid set of k neighbors. Further, we present a theoretical
performance model for this algorithm based on the char-
acteri-
stics of an HDS and the hybrid index. Note that our searching
algorithm is exact, namely, returning the exact set of
requested k-NNs.

The rest of this paper is organized as follows. Section 2
presents some of the general properties of the hybrid index
and a brief analysis of the different stages of a k-NN search.
Section 3 presents our best-first algorithm, its heuristics,
and our theoretical performance model. Section 4 discusses
experimental results. Section 5 summarizes our conclusions
and presents some future research directions.
2. Background

In this section, we provide an overview of the CND-tree, a
recently proposed hybrid indexing method.We then present a
discussion of the different stages of a k-NN search. By properly
categorizing these stages, we are able to develop heuristics
that improve search performance with more accuracy.
2.1. CND-tree

The CND-tree [10] is similar in structure and function to
the Rn-tree and the ND-tree. As such, the CND-tree is
a balanced tree with leaf nodes containing the indexed
vectors. The vectors are reached by traversing a set of
branches starting at the root and becoming more refined as
one traverses toward the leaves. Each vector is inserted into
the tree after an appropriate position is found. The relevant
minimum bounding rectangle may be either enlarged or
split to accommodate the insertion.

The key difference between the CND-tree and related
non-hybrid trees (e.g., the Rn-tree for continuous spaces
and the ND-tree for discrete spaces) is the way in which a
minimum bounding rectangle is defined and utilized. In
the CND-tree, a minimum bounding rectangle contains
both (ordered) continuous and (non-ordered) discrete
dimensions. A hybrid minimum bounding rectangle
(HMBR), with dD discrete dimensions and dC continuous
dimensions, for a set of hybrid rectangles G¼ fR1;R2;

…;Rng with discrete sub-rectangles RD
i ¼ Si;1 �⋯� Si;dD

and continuous sub-rectangles RC
i ¼ Si;dD þ1 �⋯� Si;dD þdC
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Fig. 1. Search stage I/O with variable number of continuous dimensions.
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Fig. 2. Search stage I/O with variable number of discrete dimensions.
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(i.e., Ri ¼ RD
i � RC

i ) is defined as follows:

HMBRðGÞ ¼ ⋃
n

i ¼ 1
Si;1

( )
�⋯� ⋃

n

i ¼ 1
Si;dD

( )

�ðmin Si;dD þ1;max Si;dD þ1Þ
�⋯� ðmin Si;dD þdC ;max Si;dD þdC Þ; ð3Þ

where Si;j ð1r jrdDÞ is a set of elements/letters from the
alphabet of the j-th dimension and Si;k ðdDþ1r
krdDþdCÞ is an interval from the kth dimension.
min Si;k and max Si;k represent the left and right bound-
aries of interval Si;k, respectively.

To perform range queries using such a data structure, Chen
et al. [10] utilized a non-Euclidean measurement for calculat-
ing the distance between a vector α¼ ðα½1�; α½2�;…; α½dDþ
dC �Þ and an HMBR R¼ S1 � S2 �⋯� SdD þdC as follows:

distðR; αÞ ¼ ∑
dD þdC

i ¼ 1
f ðSi; α½i�Þ ð4Þ

where

f ðSi; α½i�Þ ¼

0 if i is a discrete dimension and α½i�ASi
or i is a continuous dimension and
minðSiÞ�δtrα½i�rmaxðSiÞþδt;

1 otherwise:

8>>><
>>>:

Eq. (4) essentially discretizes the data of the continuous
dimensions utilizing a tolerance value of δt determined
by an application expert. The value of δt depends on the
precision requirement (e.g., 0.001) for determining
the closeness of two values on a continuous dimension
in the given application. For example, for a time dimen-
sion, some applications may allow the difference between
two values within the range of hours, while others may
require the difference to be controlled within microse-
conds. This method is similar to that used in several
machine learning techniques [11–13].
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Fig. 3. Search stage I/O with variable database size.
2.2. Nearest neighbor search stages

When performing k-NN queries using a multi-dimensional
index structure, the act of traversing the tree (assuming a
minimum distance based ordering) can be broken into three
stages: range reduction, overlap, and exhaustive. The first two
stages are considered in more detail in this section, while the
exhaustive stage will be revisited in Section 4.2.

The range reduction stage is in process while the
current search range, rc, is greater than the final search
range value. During this stage, new neighbors/objects that
are found are likely to result in reducing the current search
range. The order in which nodes are visited has a direct
impact upon the I/O cost (i.e., the number of nodes
accessed, assuming each node occupies one disk block)
of this stage.

The overlap stage occurs when the search range has
been reduced to its final value, but there still exists at least
one node in the search path whose bounding box R
satisfies Dðq;RÞorc. The amount of overlap between nodes
within the tree structure directly affects the I/O cost of this
stage. Tree structures with a minimal amount of overlap
within their internal nodes are likely to incur less I/O cost
during this stage than tree structures with a greater
amount of area overlap.

To examine the effects of various parameters on the I/O
cost of the first two stages, we conducted a set of
experiments. The data used in the experiments was
synthetically generated and uniformly distributed. The
I/O cost was measured based on the average number of
I/Os for 100 random k-NN searches. Figs. 1–3 break down
the I/O cost of the range reduction and overlap stages
when searching a CND-tree. Figs. 1 and 2 show the
effects when the number of either continuous or discrete
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dimensions is held constant (i.e., 6 dimensions) and the
number of the other dimensions varies (i.e., from 1 to 6
dimensions). All the datasets used contain 1M vectors.
Fig. 3 shows the effects when the numbers of both
continuous and discrete dimensions are held constant
(i.e., 6 dimensions for each) and the number of vectors in
the database varies. As seen from these figures, the I/O cost
of the overlap stage rises dramatically as the number of
dimensions increases. This stage has a much less dramatic
increase in the I/O cost as the size of the database
increases. Additionally, the I/O cost of the range reduction
stage actually reduces as the database size grows, while
increasing as the number of dimensions increases.3
3. Search algorithm

To efficiently process k-NN queries in HDSs, we present
a priority backtracking index-based searching algorithm
that utilizes properties of the CND-tree for HDSs. This
algorithm initiates a search in the root node and then visits
each subsequent node based upon a “best-first” criterion
that is defined in its heuristics. When k possible neighbors
are retrieved, the searching algorithm uses the distance
information of the neighbors collected to start pruning
the search paths that are proven to not include any
vectors that are closer to the query vector than any of
the current neighbors. Our algorithm is inspired by the
earlier priority backtracking based implementations pre-
sented for CDSs, NDDSs, and generic metric spaces [14,15].
Our algorithm extends these implementations to HDSs
by utilizing metrics and heuristics suitable for such a space.
In particular, we introduce the notion of using match
priority values to help prioritize the ordering of accessing
tied subtrees. Additionally, we present a performance
model to accurately estimate the I/O cost of executing our
algorithm.

3.1. Match priority

Consider a query vector q and a bounding box R. If the
total number of dimensions in the dataset is dt ¼ dDþdC
and the distance between q and R is Dðq;RÞ ¼ x, then it is
possible that there exists one single object in the subtree
associated with R that matches q on all dt�x dimensions
(assuming a distance metric similar to Eq. (4) is utilized).
In a multidimensional index structure such as the ND-tree,
Rn-tree, or CND-tree this is not the most likely scenario.
More likely, there exist several vectors in the subtree
associated with R, each of which matches q only on a
subset of dimensions that are represented in R. The
projections of these vectors on the dimensions at higher
levels in the index tree can create a misleading picture of
the vectors in its associated subtree because of this.

When there are ties based on the minimum distances
between query vector q and the bounding boxes for
3 This is a similar phenomenon to what was reported by Chavez et al.
[8]. Although Chavez et al. focus primarily on searching in general metric
spaces, the same principles apply here.
several subtrees during the k-NN search, we need to
decide which subtree to access first. For the purpose of
this discussion, we assume that our index tree has main-
tained a relatively uniform distribution of elements within
its subtrees. When we consider the CND-tree as our
indexing method, the probability of accessing a subtree
with associated bounding box R¼ S1 � S2 �⋯� SdD þdC
will yield a particular element a in dimension i may be
estimated as follows (assuming aASi):

pðaÞR;i ¼

1
jSij

if i is discrete;

δt
max Si�min Si

if i is continuous:

8>>><
>>>:

ð5Þ

Eq. (5) calculates the reciprocal of the magnitude of the
alphabet set on dimension i of R for discrete dimensions
and the quotient of the threshold value and the range of
the set on dimension i of R for continuous dimensions.
Based on this equation, we can use the following equation
to calculate a match priority value between query vector
q¼ ðq½1�; q½2�;…; q½dDþdC �Þ and the subtree associated
with R as follows:

PðqÞR ¼ ∑
dD þdC

i ¼ 1

pðq½i�ÞR;i if q½i�AR;

0 otherwise:

(
ð6Þ

The intuition behind this priority measure is that, if a
subtree has more dimensions with larger probabilities of
matching elements in q, one would expect q to have a
better chance to find its desired neighbors in the subtree.
This simple priority measure is sufficient here since we are
only interested in breaking ties among subtrees during the
k-NN search.
3.2. Algorithm heuristics

In a worst case scenario, a search would encompass the
entire index structure. However, our study has shown that
utilizing the following heuristics eliminates many useless
search paths before they need to be traversed, resulting in
improved search performance (see Section 4).

H1: If the minimum distance between the query vector
and HMBR R is greater than the current search range, then
prune the subtree associated with R.

H2: Access subtrees in the ascending order of the mini-
mum distance between the query vector and the associated
HMBR R.

H3: In the event of a tie between subtrees due to heuristic
H2, order those subtrees that tied in the descending order of
the match priority values between the query vector and the
associated HMBR R.

Our k-NN algorithm applies these heuristics to prune
non-productive subtrees and determines the access order
of the remaining subtrees during a best-first traversal of
the CND-tree. Note that, among the above three heuristics,
only H1 discards unchecked vectors. However, since the
minimum distance between these vectors and the query
vector is greater than the distance between the current
k-th neighbor and the query vector, these vectors have no
chance to be included in the query result.



Table 1
Performance model variables.

ni number of nodes at layer i
wi number of vectors in a node at layer i
H height of tree

R¼ S
2nδt

� �
dM ¼maxðdD;dC Þ
dm ¼minðdD; dC Þ

aM ¼ jAj if dM ¼ dD
R otherwise

� �

am ¼ jAj if dm ¼ dD
R otherwise

� �

dM1 ¼
maxðd0D;i ; d″D;iÞ if dM ¼ dD

maxðd0C;i ;d″C;iÞ otherwise

8<
:

9=
;

0 ″
8 9
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3.3. Algorithm description

Given a CND-tree for vectors from HDS X with root node
T, Algorithm 1 finds a set of k-nearest neighbors, NN, to
query vector q, where NNDX, jNNj ¼ k, and 8uANN;vAX�NN

Dðq;uÞrDðq; vÞ. It utilizes a priority queue, labeled Q,
of CND-tree nodes that is sorted based upon heuristics
H2 and H3. It invokes two functions: FindSubtrees and
RetrieveNeighbors. The former finds all subtrees of the current
node N that are within the search Range of the query vector
and adds their nodes to Q. The latter updates the list of
k-nearest neighbors, NN, using vectors in the current leaf
node.

Algorithm 1. Priority k-NN query.
dM2 ¼
minðdD;i; dD;iÞ if dM ¼ dD

minðd0C;i ; d″C;iÞ otherwise

<
:

=
;

dm1 ¼
maxðd0D;i ; d″D;iÞ if dm ¼ dD

maxðd0C;i ;d″C;iÞ otherwise

8<
:

9=
;

dm2 ¼
minðd0D;i; d″D;iÞ if dm ¼ dD

minðd0C;i ; d″C;iÞ otherwise

8<
:

9=
;

BM1 ¼

B0
D;i if dM ¼ dD4dM1 ¼ d0D;i

B″
D;i if dM ¼ dD4dM1 ¼ d″D;i

B0
C;i if dM ¼ dC4dM1 ¼ d0C;i

B″
C;i otherwise

8>>>>><
>>>>>:

9>>>>>=
>>>>>;

B0
D;i if dM ¼ dD4dM2 ¼ d0D;i
″ ″

8>>>>>
9>>>>>
1: Range¼dt
2: Q.Insert(T)
3: while !Q.Empty() do
4: N¼Q.Top()
5: Q.Pop()
6: if N:Height41 then
7: FindSubtrees(N, Range, q, Q)
8: Q.Sort()
9: else
10: RetrieveNeighbors(N, Range, q, NN)
11: Range¼NN[k].Dist()
12: Q.Prune(Range)
13: end if
14: end while
15: Return NN
BM2 ¼
BD;i if dM ¼ dD4dM2 ¼ dD;i
B0
C;i if dM ¼ dC4dM2 ¼ d0C;i

B″
C;i otherwise

<
>>>>>:

=
>>>>>;

Bm1 ¼

B0
D;i if dm ¼ dD4dm1 ¼ d0D;i

B″
D;i if dm ¼ dD4dm1 ¼ d″D;i

B0
C;i if dm ¼ dC4dm1 ¼ d0C;i

B″
C;i otherwise

8>>>>><
>>>>>:

9>>>>>=
>>>>>;

Bm2 ¼

B0
D;i if dm ¼ dD4dm2 ¼ d0D;i

B″
D;i if dm ¼ dD4dm2 ¼ d″D;i

B0
C;i if dm ¼ dC4dm2 ¼ d0C;i

B″
C;i otherwise

8>>>>><
>>>>>:

9>>>>>=
>>>>>;
In the algorithm, step 1 initializes the search range
variable. Step 2 starts the search at the root node by
inserting it into Q. Steps 3–14 traverse the CND-tree,
where steps 4 and 5 select the next node to be visited
and remove it from Q. Steps 6–8 deal with non-leaf nodes.
Step 7 invokes FindSubtrees to collect all subtrees of the
current node that are within Range. Step 8 sorts Q accord-
ing to heuristics H2 and H3. Steps 9–13 deal with leaf
nodes. Step 10 invokes RetrieveNeighbors to update the list
of current k-nearest neighbors. Step 11 updates Range to
equal the distance of the current kth neighbor from the
query vector. Step 12 prunes nodes from Q according to
heuristic H1. Finally, step 15 returns the result. Note that
FindSubtrees only updates Q with subtrees that are cur-
rently within Range. If no subtrees of the current node are
within range, no new nodes will be added to Q. The while
loop in steps 3–14 is terminated when all subtrees that are
within the current range have been visited.

3.4. Performance model

To analyze the performance of our k-NN search algorithm,
we conducted both empirical and theoretical studies. The
results of our empirical studies are presented in Section 4. In
this section, we present a theoretical model for estimating
the performance of our search algorithm. To accomplish this,
we first derive an estimate of the likely search range that will
yield k objects/neighbors. We then derive an estimate of how
many tree nodes/pages will be accessed by a search of a
variable range. For our presentation, we assume that our
algorithm employs heuristics H1, H2, and H3; our dataset is
reasonably uniform; and the discrete (respectively, continu-
ous) dimensions have the same domain.
For reference, the variables used throughout this section
are summarized in Table 1. We say the leaf nodes of an index
tree are at layer 0, the parent nodes of the leaves are at
layer 1, … and the root node is at layer H, where H is the tree
height. We discretize a continuous dimension using the
tolerance value δt, i.e., using an interval of length 2δt to
represent a discretized value/element for the dimension. R in
Table 1 is used to estimate the number of such “distinct”
discretized values for a continuous dimension with a span S.
dM and aM are the number of dimensions and the dimension
size for the larger (discrete or continuous) subspaces, respec-
tively; while dm and am are the number of dimensions and
the dimension size for the smaller (continuous or discrete)
subspaces, respectively. Variables dM1, dM2, dm1, dm2, BM1, BM2,
Bm1 and Bm2 in the table will be explained later in this section.
The other variables in Table 1 are self-explanatory.

The likely distance of the kth neighbor from the query
point represents the final search range that can be used
to prune nodes from the search path. To determine this
distance, we estimate the ratio of the area within a specific



4 For clarity, equations with a D or C subscript are relevant to discrete
or continuous dimensions only, respectively.
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distance and the total possible area of the dataset, similar
to the method employed for NDDSs in [14].

The area within a distance z from a point p in a dDþdC
dimensional HDSwith alphabet A for each discrete dimension,
span S for each continuous dimension, and threshold value δt
for Eq. (4) is analogous to the number of distinct points within
a hypersphere E of radius z centered at point p:

AreaðzÞ ¼ ∑
z

x ¼ 0
∑

minðx;dmÞ

y ¼ maxð0;x�dM Þ
½f aðx; yÞ�

" #
; ð7Þ

where

f aðx; yÞ ¼
dm
y

 !
ðam�1Þy

dM
x�y

 !
ðaM�1Þx�y

Eq. (7) takes the sum of the number of distinct points with
each possible distance from 0 to z in E. If a point v in E has a
distance x (A ½0; z�), v can have a number y of mismatched
dimensions in the smaller (e.g., discrete) subspace m and a
number x�y of mismatched dimensions in the larger (e.g.,
continuous) subspace M. For each mismatched dimension in
subspace m, v can have one of am�1 possible values
(excluding the value on the dimension in query q). Hence,
there are ðam�1Þy possible combinations for a given set of y

mismatched dimensions in m. Since there are dm
y

� �
ways to

choose y mismatched dimensions in m, the total number
of distinct points in subspace m that have distance y is
dm
y

� �
ðam�1Þy. Similarly, the total number of distinct points

in subspace M that have distance x�y is dM
x�y

� �
ðaM�1Þx�y.

Therefore, the total number of distinct points in the entire
hybrid space that have distance x is given by the above
formula f aðx; yÞ. Note that yrdm and x�yrdM (i.e.,
yZx�dm) must be satisfied since the number of mismatched
dimensions cannot exceed the dimensionality of the corre-
sponding subspace. These constraints are reflected in the
bounds for the inner summation of Eq. (7).

The probability of an object existing within a distance z
from any point p may be calculated as follows:

Pexists zð Þ ¼ AreaðzÞ
AreaðdDþdCÞ

: ð8Þ

The product of the number of points N within the
dataset and the probability of a point existing within a
distance z from any point p yields the number of points
likely to exist in that hypersphere:

LðzÞ ¼ PexistsðzÞ � N: ð9Þ

It is reasonable to assume that a minimum distance
that needs to be searched is one less than the distance that
is likely to yield at least k neighbors. Thus a search range
r¼z is found by solving Eq. (9) such that Lðrþ1ÞZk and
LðrÞok. The reason for this is that a search range that
yields more than k neighbors is likely to extend beyond
the overlap stage (Section 2.2).

Next, we determine how many pages are likely to be
accessed by a search with a range of r. We derive this value
in a similar fashion to the method derived by Qian et al. [2]
for NDDSs. As new vectors are inserted into the CND-tree,
some dimensions may be split and others may not be.
Assuming a reasonably uniform distribution and indepen-
dence among dimensions, the probability for the length of
an unsplit edge of an HMBR to be 1 (i.e., containing one
value) is as follows4:

TD;i;1 ¼
jAj
1

� 	
1

jAjwi
¼ 1

jAjwi �1 ;

TC;i;1 ¼
R

1

� 	
1
Rwi

¼ 1

Rwi �1 ; ð10Þ

since, for a discrete dimension, the probability to have one
value on the dimension for wi vectors in the node is 1=jAjwi

and there are jAj
1


 �
ways to choose one value. The deriva-

tion for a continuous dimension is similar.
Using Eq. (10), the probability for an edge length of an

HMBR to be j (i.e., containing j values) is as follows:

TD;i;j ¼
jAj
j

 !
j
jAj

� 	wi

� ∑
j�1

k ¼ 1

j

k

� 	
TD;i;k

jAj
k

� 	
2
6664

3
7775;

TC;i;j ¼
R

j

 !
j

Rwi

� 	wi

� ∑
j�1

k ¼ 1

j
k

� 	
TC;i;k

R

k

� 	
2
6664

3
7775;

since, for a discrete dimension, the probability to have j
distinct values on the dimension for wi vectors in the node
equals to the probability of having j values with duplicates
ðj=jAjÞwi minus the probabilities of having only 1, 2, …, j�1
distinct values, and there are jAj

j

� �
ways to choose j values.

The derivation for a continuous dimension is similar.
Hence, the expected edge length of an HMBR of a node

at layer i is

sD;i ¼ ∑
jAj

j ¼ 1
j � TD;i;j;

sC;i ¼ ∑
R

j ¼ 1
j � TC;i;j: ð11Þ

We can assume that a sequence of n splits for a node
will split reasonably evenly throughout the dDþdC
dimensions. Each split will divide the component
set of the HMBR on the relevant dimension into two equal
sized component subsets. To obtain ni nodes at layer i of
the CND-tree, the expected number of splits experienced
by a node at the layer is log2ni (starting from splitting
the root node). As such, at any given time, it is likely that
some dimensions of the HMBR for the node will be split
one more time than others. This can be determined as
follows:

d″i ¼ ⌊ðlog2niÞmodðdDþdCÞc;
d0i ¼ ðdDþdCÞ�d″i ; ð12Þ
where d″i is the number of those dimensions that have
been split an extra time and d0i is the number of remaining



5 Each leaf node is structured to hold data with native and non-
native dimensions. The non-native dimensions play no part in determin-
ing the composition of the covering hyperrectangle. However, the extra
dimensional information requires more space for each object than what
would be needed for native dimensional data only. While this extra space
requirement does decrease the amount of objects that a leaf node can
contain before overflowing, the extra information maintained negates the
need to maintain the search constant dM (Eq. (1)). However, because no
changes have been made to the internal nodes of these trees, Eq. (2) must
still be observed.
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dimensions. For simplicity, we will call the former dimen-
sions the d″i dimensions and the latter dimensions the d0i
dimensions.

If we assume these splits have been distributed evenly
among continuous and discrete dimensions, we have the
following:

d″D;i ¼ ⌈
dD � d″i
dDþdC

⌉; d0D;i ¼ ⌈
dD � d0i
dDþdC

⌉ for discrete;

d″C;i ¼
dC � d″i
dDþdC

$ %
; d0C;i ¼

dC � d0i
dDþdC

� 
for continuous: ð13Þ

Here, a d″X;i ðXAfD;CgÞ dimension has an extra split.
The HMBR of a node at layer i has the following

expected edge length on d″ and d0 dimensions, respec-
tively:

s″D;i ¼
SD;H

2⌈log2ni=ðdD þdC Þ⌉ ; s0D;i ¼
sD;i if

log2ni

dDþdC
o1

SD;H
2⌊log2ni=ðdD þ dC Þc otherwise;

8>><
>>:

s″C;i ¼
SC;H

2⌈log2ni=ðdD þdC Þ⌉ ; s0C;i ¼
sC;i if

log2ni

dDþdC
o1

SC;H
2⌊log2ni=ðdD þ dC Þc otherwise:

8>><
>>:

ð14Þ
This is because there are ⌈log2ni=ðdDþdCÞ⌉ (respectively,
⌊log2ni=ðdDþdCÞc) splits on a d″i (respectively, d0i) dimen-
sion of the HMBR and each split divides the edge length of
the root (i.e., SX;H ðXAfD;CgÞ determined by Eq. (11) into
two halves. If a d0i dimension of the HMBR has never been
split yet (i.e., log2ni=ðdDþdCÞo1), Eq. (11) can be directly
applied, which is the first case for s0X;i in the above
equation.

Thus, for any node, the probabilities for a component of
a query vector to be covered by the corresponding com-
ponent of the HMBR of that node for discrete and con-
tinuous dimensions, respectively, are given as follows:

B″
D;i ¼

s″D;i
jAj ; B0

D;i ¼
s0D;i
jAj ;

B″
C;i ¼

s″C;i
R

; B0
C;i ¼

s0C;i
R

: ð15Þ

Using Eq. (15), the probability for a node to be accessed
by a query of range/distance h can be evaluated as follows:

Pi;h ¼ ∑
h

k ¼ 0
∑
sf

s ¼ s0
∑
mf

m ¼ m0

f � ∑
pf

p ¼ p0
g

" #" #" #
; ð16Þ

where s0 is the maxð0; k�dMÞ, sf is the minðk; dmÞ, m0 is
the maxð0; s�dm1Þ, mf is the minðs; dm2Þ, p0 is the max
ð0; k�s�dM1Þ, pf is the minðk�s;dM2Þ, f is the
dm2
m


 �
Bdm2 �m
m2 ð1�Bm2Þm dm1

s�m


 �
Bdm1 � sþm
m1 ð1�Bm1Þs�m, g is the

dM2
p

� �
BdM2 �p
M2 ð1�BM2Þp dM1

k� s�p

� �
BdM1 �kþ sþp
M1 ð1�BM1Þk� s�p.

Eq. (16) is derived by applying a similar principle to
the one used to derive Eq. (7). The first summation
considers all the possible distances between the node
and the query vector within the given range h. The second
summation considers all the possibilities to distribute the
mismatched dimensions between the smaller (e.g., dis-
crete) subspace and the larger (e.g., continuous) subspace
for a given distance. Since each subspace can be further

divided into d″X;i dimensions and d0X;i dimensions (i.e.,
subsubspaces), the third and fourth summations consider
all the possibilities to distribute the mismatched dimen-
sions between two subsubspaces for the smaller and larger
subspaces, respectively. Similar to Eq. (7), the dimension-
ality constraints for the subspaces/divisions are reflected
in the bounds for the summations. In the above equation,
variables dx's ðxAM1;M2;m1;m2Þ from Table 1 are used to
represent proper dimensionalities for subsubspaces in
various scenarios, and variables Bx's from Table 1 are used
to represent the corresponding probabilities.

Thus, the expected number of node/page accesses for
performing a query with search range r can be estimated as

IO¼ 1þ ∑
H�1

i ¼ 0
ðni � Pi;rÞ: ð17Þ
4. Experimental results

Our k-NN searching algorithm was implemented using
a CND-tree, an ND-tree, an Rn-tree, and a linear scan. Both
the ND-tree and the Rn-tree were modified to store hybrid
data in their leaves. This modification affects the shape of
each of these trees but does not incur a change in either of
their insertion/split algorithms.5 All experiments were run
on a PC with single core CPU at 866 MHz, 512 MB of RAM,
and OS Linux Ubuntu. The I/O block size was set at 4K
for all trees. Two series of datasets were used, with each
dataset consisting of synthetically generated, uniformly
distributed data. Datasets in the first series consisted of
1M vectors with six native dimensions and a variable
number of non-native dimensions (1–6). We use notation
C6Dx (respectively, D6Cx) to denote the group of datasets
with six native continuous (respectively, discrete) dimen-
sions and a variable number of non-native discrete (respec-
tively, continuous) dimensions in this series. Datasets in the
second series had six native dimensions and three non-
native dimensions and a variable number of vectors (0.4M–

2.0M). We use notation C6D3 (respectively, D6C3) to denote
the group of datasets with six native continuous (respec-
tively, discrete) dimensions and three non-native discrete
(respectively, continuous) dimensions in this series. Each
experimental data reported here is based on the average I/O
cost over 100 random k-NN queries with k¼10. For an
index tree, each node occupies one disk block. The I/O cost
for a search using the index tree is measured in terms of the
number of tree nodes accessed.



8000

10000

12000

14000

CND-tree
R*-tree
Linear Scan

All Datasets contain 1M vectors

0

2000

4000

6000

1 2 3 4 5 6

N
um

be
r o

f I
/O

Number of Discrete Dimensions

Fig. 4. I/O performance for C6Dx datasets with variable number of non-
native discrete dimensions.

5000

6000

7000

8000

9000

10000

CND-tree
ND-tree
Linear Scan

All Datasets contain 1M vectors

0

1000

2000

3000

4000

1 2 3 4 5 6

N
um

be
r o

f I
/O

Number of Continuous Dimensions

Fig. 5. I/O Performance for D6Cx datasets with variable number of non-
native continuous dimensions.

8000

10000

12000

14000

CND-tree
R*-tree
Linear Scan

All Datasets contain 6 continuous dimensions
and 3 discrete dimensions

0

2000

4000

6000

400K 800K 1.2M 1.6M 2.0M

N
um

be
r o

f I
/O

Size of Database

Fig. 6. I/O performance for C6D3 datasets with variable database size.

5000

6000

7000

8000

9000

10000

CND-tree
ND-tree
Linear Scan

All Datasets contain 6 discrete dimensions
and 3 continuous dimensions

0

1000

2000

3000

4000

400K 800K 1.2M 1.6M 2.0M

N
um

be
r o

f I
/O

Size of Database

Fig. 7. I/O performance for D6C3 datasets with variable database size.

300

400

500

600
CND-tree with H3
CND-tree without H3

All datasets contain 1M vectors

0

100

200

1 2 3 4 5 6

N
um

be
r o

f I
/O

Number of Discrete Dimensions

Fig. 8. I/O performance comparison for heuristic effectiveness on C6Dx
datasets.

D. Kolbe et al. / Information Systems 43 (2014) 55–6462
4.1. Effects of heuristics and datasets

The first set of experiments was conducted to show the
effects of the dimensionality and database/dataset (DB)
size on the query performance. Figs. 4 and 5 show the
performance for the datasets in C6Dx and D6Cx with
variable numbers of non-native discrete and continuous
dimensions, respectively. Figs. 6 and 7 show the perfor-
mance for the datasets in C6D3 and D6C3 with variable
sizes, respectively. As all the figures show, the CND-tree
provides by far the most promising results in all tests. In
particular, the performance improvement obtained by the
CND-tree over the linear scan increases as the dataset size
increases, which demonstrates the scalability of the CND-
tree. Due to this, the remainder of the experimental data
considers only the CND-tree. It should be noted that in
Fig. 7 the ND-tree provides somewhat similar results to the
CND-tree as the size of the database increases, we believe
that this is due to our use of a “discretizing” distance
measure for a hybrid space.

The second set of experiments was conducted to show
the effectiveness of our search heuristics compared
to similar heuristics utilized in a non-hybrid space (i.e. a
continuous or discrete space). Figs. 8 and 9 show the I/O
comparisons of the first search stage when searching
the CND-tree with and without the use of our ordering
heuristic H3 on C6Dx and D6Cx datasets, respectively. It
can clearly be seen that using H3 decreases the number of
I/O incurred in the first stage of searching over all dimen-
sional combinations tested.

4.2. Performance model verification

Our theoretical performance estimation model was ver-
ified against our synthetic uniformly distributed experimen-
tal data. We conducted experiments using data with dD¼6,
dC¼3, jAj ¼ 6, and R¼100. The maximum number of leaf
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node objects was set at 227 and the maximum number of
non-leaf node objects was set at 127. We compared our
theoretical estimates to the observed CND-tree performances
for databases varying in size from 400K vectors to 2.0M
vectors in 400K increments.

Fig. 10 shows the estimated number of I/O predicted by
our performance model as well as the actual observed I/O
as a percentage relative to the I/O incurred by a linear scan.
Two curves are drawn for the CND-tree. CND-tree 1
represents the percentage of I/O observed when the search
is stopped as soon as stage 2 (overlap) has ended. CND-
tree 2 represents the percentage of I/O observed when
the search is stopped as soon as stage 3 (exhaustive) has
ended.6 The performance model curve represents the
predicted I/O percentage when z¼ r�1. As shown in
Fig. 10, our theoretical performance model can capture
the general tendency of the actual performance and give
I/O estimates that lie between the two CND-tree curves,
namely, within the band reflecting the number of I/O
needed to find k-NN objects by our algorithm, for data-
bases of varying sizes.
6 The exhaustive stage occurs when searching nodes R whose
bounding box is the same distance from the query point as the final
search range, Dðq;RÞ ¼ rf . This stage introduces no closer neighbors than
what have already been found, but may be required if multiple sets of
k-NN objects form valid solution sets, typical of k-NN searches in discrete
databases as discussed in [16,14].
We also performed a comparison of our theoretical
performance model and the observed I/O when varying
the number of continuous dimensions present in the
CND-tree. For this set of experiments, dD¼6, jAj ¼ 6,
R¼100, and dC varies from 1 to 6. The number of vectors
in the database was 1M and the maximum numbers for
the leaf node and non-leaf node objects were again set at
227 and 127, respectively.

Fig. 11 shows the estimated number of I/O predicted by
our performance model as well as the actual observed I/O
of these experiments, again as a percentage relative to the
I/O incurred by a linear scan. Again, two curves are drawn
for the CND-tree to represent the numbers of I/O at the
end of the second and third search stages. As shown in
Fig. 11 our performance model does a good job of predict-
ing the number of I/O for performing a k-NN search when
the number of continuous dimensions is less than or equal
to the number of discrete dimensions. However, as the
number of continuous dimensions grows, our performance
model begins to overestimate the observed CND-tree's I/O.
We believe that this phenomenon may be related to the
discretizing of the continuous dimensions by Eq. (4).

5. Conclusions

We have demonstrated that k-NN searches in HDSs
greatly benefit from the use of a multidimensional index
developed for such a space. As discussed earlier, the use of
an HDS based index eliminates the need for making costly
assumptions (Eqs. (1) and (2)) to guarantee correct results.
Further, our experimental results confirm that the use of
an HDS index vastly outperforms searches utilizing non-
hybrid space indexes, sometimes by a factor of 10 to 1, as
shown in Section 4. We have also shown that the use of
our newly introduced searching heuristic provides signifi-
cant benefits in reducing the I/O cost associated with the
first stage of k-NN searching. Our experimental results in
Section 4 demonstrate a performance benefit of almost
33%. Additionally, we have presented a theoretical perfor-
mance model that can predict the I/O cost of performing a
k-NN search using our algorithm presented in Section 3.

Our future work is to achieve further performance
enhancements for k-NN searches in HDSs. This includes
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investigating the underlying characteristics of HDSs that can be
used in future search heuristics. Additionally, our theoretical
performance model assumes a uniform node splitting policy of
the underlying index structure. Wewould like to expand upon
this to accommodate more potential node split policies.
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